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Regression



Regression - Linear models

• Class of algorithms that is focused on a numerical data.

• Models allow:
• prediction of the numeric values,
• classification.

• Elementary model behind the neural network.

1



Regression - Linear models

Linear regression:

• The class is expressed using linear coefficient.

x = w0 + w1a1 + w2a2 + · · ·+ wkak

• a1,a2, . . . ,ak are the attribute values,

• w0,w1, . . . ,wk are the weights.
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Regression - Linear models

Linear regression:

• The weights are calculated from the training data.

• The prediction for the i-th instance is calculated as:

w0a(i)0 + w1a(i)1 + w2a(i)2 + · · ·+ wka(i)k =
k∑
j=0

wja(i)j

• The important is the difference between the true value y and the
predicted one.
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Regression - Linear models

Linear regression:

• The least-squares linear regression is to choose the weights wj to
minimize the sum of squares of the differences.

n∑
i=0

y(i) − k∑
j=0

wja(i)j

2
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Regression - Linear models

Linear regression:

• The classification version may be modified from regression using
replacement of the class.

• The first class has assigned 0 and the second has 1.

• The predicted value may be understood as a probability or a
membership.

• Usually, the sigmoid function is used for classification (logistic
regression).
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Regression - Linear models

• The goal is to find a linear model that is able to predict the true value
y from the input vector x.

• The expected value y is expressed using a linear coefficient.

y = w0x0 + w1x1 + w2x2 + · · ·+ wkxk

• x0 is always 1 and represents the bias.

• x1, x2, . . . , xk are the attribute values,

• w0,w1, . . . ,wk are the weights.
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Example: Input Variables and Coefficients

Given Input Variables:

• (x1 = 2), (x2 = 3), (x3 = 5), (x4 = 7)

Coefficients (Weights):

• (w0 = 1) (Bias)
• (w1 = 0.5), (w2 = 1.0), (w3 = −0.2), (w4 = 0.8)
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Step-by-Step Computation

Substituting the values into the formula:

y = 1+ (0.5 · 2) + (1.0 · 3) + (−0.2 · 5) + (0.8 · 7)

y = 1+ 1+ 3− 1+ 5.6
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Final Output

Final Output Calculation:
y = 9.6

The predicted value of y for the given input variables is 9.6. Summary:

• Linear Regression uses the weighted sum of input variables to predict
the target.

• The coefficients (w0,w1,w2,w3,w4) are learned during training.
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Regression - Linear models

• The error function is defined as:

n∑
i=0

y(i) − k∑
j=0

wjx(i)j

2

• The goal is to find the weights to minimize the error.

min
w


n∑
i=0

y(i) − k∑
j=0

wjx(i)j

2
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Example: Predicted and Actual Values

Given Predicted and Actual Values:

• Actual Values (y): y1 = 5, y2 = 7, y3 = 9
• Predicted Values (ŷ): ŷ1 = 4.8, ŷ2 = 7.5, ŷ3 = 8.7

We will now calculate the Mean Squared Error for these values.
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Step-by-Step Calculation of MSE

Step 1: Calculate the Squared Errors

• (y1 − ŷ1)2 = (5− 4.8)2 = (0.2)2 = 0.04
• (y2 − ŷ2)2 = (7− 7.5)2 = (−0.5)2 = 0.25
• (y3 − ŷ3)2 = (9− 8.7)2 = (0.3)2 = 0.09

Step 2: Sum the Squared Errors

0.04+ 0.25+ 0.09 = 0.38
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Final Calculation of MSE

Step 3: Compute the Mean Squared Error

MSE =
0.38
3

= 0.127

Conclusion:

• The Mean Squared Error for this example is MSE = 0.127.
• Lower MSE indicates a better fit of the model to the data.

13



Regression - Linear models

min
w


n∑
i=0

y(i) − k∑
j=0

wjx(i)j

2
• The solution may be find using:

• Ordinary Least Squares algorithm.

• Gradient Descent (a learning rate needs to be set and an iterative
approach is processed).
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Gradient Descent for Linear Regression

Goal: Minimize the error between the predicted values and the actual
values by adjusting the model coefficients.

Loss Function: For linear regression, we use the Mean Squared Error (MSE)
as the loss function:

J(w0,w1, ...,wp) =
1
n

n∑
i=1

(yi − ŷi)2

Gradient Descent: Iteratively adjusts the coefficients (w0,w1, . . .) to
minimize the loss function by moving in the direction of the steepest
descent.
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Gradient Descent Update Rule

Coefficient Update:
wj = wj − α

∂J
∂wj

• α is the learning rate, controlling the step size.
• ∂J

∂wj
is the gradient, which tells us how the loss function changes with

respect to the coefficient.

Intuition

• The gradient points in the direction of steepest ascent. We subtract it
to go in the direction of the steepest descent.

• The learning rate α determines how much of a step we take toward
minimizing the error.
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Gradient for Linear Regression

Gradient of the Loss Function:

For linear regression, the partial derivative of the loss function with
respect to each coefficient is:

∂J
∂wj

= − 2
n

n∑
i=1

(yi − ŷi)xij

Where:

• xij is the value of the j-th feature for the i-th data point.
• ŷi is the predicted value.
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Gradient Descent Steps

Steps to apply Gradient Descent:

1. Initialize the coefficients w0,w1, . . . ,wp with random values.
2. For each iteration:

• Calculate the predicted values ŷi using the current coefficients.
• Calculate the gradients ∂J

∂wj
for each coefficient.

• Update the coefficients using the gradient descent rule:

wj = wj − α
∂J
∂wj

3. Repeat until convergence (the change in the loss function is
sufficiently small).
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Convergence and Learning Rate

Learning Rate (α):

• A small learning rate causes slow convergence, but ensures precise
optimization.

• A large learning rate may lead to faster convergence but can
overshoot the optimal solution.

Convergence:

• Gradient descent stops when the coefficients no longer change
significantly, indicating that we have reached (or are near) the
minimum of the loss function.

• In practice, a threshold for the change in the loss function or a
maximum number of iterations is used to stop the algorithm. 19



Example: Gradient Descent for Linear Regression

Initial Coefficients: w0 = 1.0,w1 = 0.5

Iteration 1:

• Predicted value: ŷ1 = w0 + w1x1 = 1.0+ 0.5 · 2 = 2.0
• Compute gradient: ∂J

∂w0 ,
∂J
∂w1

• Update coefficients: w0,w1

Repeat for further iterations until convergence.
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Gradient Calculation for w0

Formula for the gradient of w0:

∂J
∂w0

= − 2
n

n∑
i=1

(yi − ŷi)

Example for one data point:
∂J
∂w0

= −2(y1 − ŷ1)

Actual value y1 = 3.0

Calculation:
∂J
∂w0

= −2(3.0− 2.0) = −2× 1 = −2
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Step 3: Gradient Calculation for w1

Formula for the gradient of w1:

∂J
∂w1

= − 2
n

n∑
i=1

(yi − ŷi)xi1

Example for one data point:
∂J
∂w1

= −2(y1 − ŷ1)x1

Actual value y1 = 3.0, Input x1 = 2

Calculation:
∂J
∂w1

= −2(3.0− 2.0)× 2 = −2× 1× 2 = −4
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Step 4: Update the Coefficients

Coefficient update rule:
wj = wj − α

∂J
∂wj

Assume:

• Learning rate α = 0.01

Update w0:
w0 = 1.0− 0.01× (−2) = 1.0+ 0.02 = 1.02

Update w1:
w1 = 0.5− 0.01× (−4) = 0.5+ 0.04 = 0.54
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Summary of Coefficient Updates

After one iteration of the gradient descent, the updated coefficients are:

• Updated w0 = 1.02
• Updated w1 = 0.54

These new coefficients will be used in the next iteration to calculate new
predicted values, and the process continues until the model converges.
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Comparison: Linear Regression vs k-NN for Regression

Linear Regression (Parametric)

• Assume a linear relationship between the features and the target
variable.

• Parametric approach: Learns a fixed set of parameters (coefficients)
from the training data.

• Efficient for high-dimensional data since it summarizes the
relationship with a few parameters.

• The complexity of the model is fixed once trained; it does not adapt to
new data.

• Susceptible to underfitting if the true relationship is nonlinear.
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Comparison: Linear Regression vs k-NN for Regression

k-NN Algorithm (Non-Parametric)

• No assumptions about the form of the relationship between features
and target.

• Non-parametric approach: Store training data and make predictions
based on proximity to neighbors.

• Computationally expensive at prediction time, as it must search for
the nearest neighbors in the entire dataset.

• More flexible: can adapt to complex, nonlinear patterns in data.
• Susceptible to overfitting in noisy or high-dimensional data (Curse of
Dimensionality).
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Regression - Linear models - Regularization

• The weights computed by the optimization algorithm may exceeds
some limits and/or may contains many small numbers.

• Such weights mean overfitting, too big a specialization to the training
data.
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Regression - Linear models - Regularization

• Lasso regression
• Minimizes the sum of weights.
• Eliminates small weight in favor to more important ones.

min
w


n∑
i=0

y(i) − k∑
j=0

wjx(i)j

2

+ α
k∑
j=0

|wj|


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Regression - Linear models - Regularization

• Ridge regression
• Minimizes the sum of squares of the weights (a norm o the weight
vector).

• Suppress large values in favor of smaller and more universal ones.

min
w


n∑
i=0

y(i) − k∑
j=0

wjx(i)j

2

+ β
k∑
j=0

|wj|2

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Regression - Linear models - Regularization

• Elastic Net
• Combine both regularizations to gain benefit from them.

min
w


n∑
i=0

y(i) − k∑
j=0

wjx(i)j

2

+ α
k∑
j=0

|wj| + β
k∑
j=0

|wj|2

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Regression - Linear models
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Regression - Linear models
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Regression - Linear models
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Regression - Linear models
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Regression- Assessing Model Effectiveness

• Mean Absolute Error (MAE) - is the average of the absolute difference
between the predicted and actual value. It is highly affected by
outliers.

MAE =
1
n

n∑
i=1

|yi − g(Xi)|
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Regression- Assessing Model Effectiveness

• Mean Squared Error (MSE) - is the average of the squared difference
between the predicted and actual value. It is differentiable and may
be used for optimization.

MSE =
1
n

n∑
i=1

(
yi − g(Xi)

)2
• Root Mean Squared Error (RMSE) - is the square root of the average of
the squared difference of the predicted and actual value. The root
mean is able penalize large errors.

RMSE =

√√√√ 1
n

n∑
i=1

(
yi − g

(
Xi
))2
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Regression- Assessing Model Effectiveness

• The effectiveness of the linear regression models can be evaluated
with a measure known as R2-statistics or coefficient of determination.

• The standard Sum of Squared Error is defined for a model g(X) as:

SSE =
n∑
i=1

(
yi − g(Xi)

)2
• The Squared Error of the response variable about its mean is defined
as:

SST =
n∑
i=1

yi − n∑
j=1

yj
n

2

=
n∑
i=1

(yi − y)2
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Regression- Assessing Model Effectiveness

• The R2-statistics is then defined as:

R2 = 1− SSE
SST

• The value is always between 0 and 1 and higher are more desirable.
• For high dimension data, adjusted version is more accurate:

R2 = 1− (n− d)SSE
(n− 1)SST

• The R2-statistics is not applicable on the nonlinear models.
• The nonlinear regression may be evaluated using pure SSE.
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Regression- Assessing Model Effectiveness

• Mean Average Percentage Error (MAPE) - is the average percentage
error between the predicted and actual value.

MAPE =
100
n

n∑
i=1

∣∣∣∣yi − g(Xi)
yi

∣∣∣∣
• Symmetric Mean Average Percentage Error (SMAPE) - is the symmetric
average percentage error between the predicted and actual value.

SMAPE =
100
n

n∑
i=1

∣∣yi − g(Xi)
∣∣

|yi|+
∣∣g(Xi)∣∣
2
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Questions?


