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k-Nearest Neighbors



k-Nearest Neighbors

• The k-nearest neighbors (KNN) algorithm is a non-parametric,
supervised learning classifier.

• It uses proximity to make classifications or predictions about the
grouping of an individual data point.

• It is one of the simplest classification algorithms.

• The core assumption is that similar points can be found near one
another.
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k-Nearest Neighbors

• In classification tasks, the k-nearest neighbors algorithm assigns a
class label based on a majority vote.

• The label most frequently represented among the nearest neighbors
is assigned to the query point.

• Majority voting traditionally means greater than 50% of votes, which
works when there are only two classes.

• In cases with multiple categories, a label can be assigned with a vote
greater than a certain threshold (e.g., 25%).
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k-NN: Step-by-Step Explanation

1. Step 1: Selecting the optimal value of k
• The value of k represents the number of nearest neighbors to consider
when making a prediction.

2. Step 2: Calculating distance
• Use Distance metric to measure the similarity between the target and
the training data points.

• You can use e.g., Euclidean distance
• Distance is calculated between each data point in the dataset and the
target point.

3. Step 3: Finding Nearest Neighbors
• Select the k data points with the smallest distances to the target point.
These are the nearest neighbors.

4. Step 4: Voting for Classification
• Assign the most frequent class (majority vote). 3



k-Nearest Neighbors
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k-NN: Defining k

• The value of k in the k-NN algorithm determines how many neighbors
will be considered for classification or regression.

• Example: If k = 1, the query instance is assigned to the same class as
its single nearest neighbor.

• Balancing act:
• Low values of k (e.g., k = 1) lead to low bias and high variance (prone to
overfitting).

• High values of k lead to high bias and low variance (prone to
underfitting).
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k-NN: Defining k

• The optimal k depends on the dataset. Data with more noise or
outliers may perform better with higher values of k.

• It’s recommended to use an odd number for k to avoid ties in
classification.
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k-NN: Lazy Learning and Memory-Based Method

• The k-NN algorithm belongs to the family of lazy learning models.
• Unlike many other algorithms, k-NN does not undergo a training
phase—it simply stores the training dataset.

• Computation occurs when a classification or prediction is requested,
rather than during training.

• Since it relies on storing all the training data, k-NN is also known as
an instance-based or memory-based learning method.

• This memory reliance can be computationally expensive for large
datasets, as the algorithm needs to scan the entire dataset to find the
nearest neighbors.
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k-NN: Regression vs. Classification

• Regression in k-NN is similar to classification, but instead of a
majority vote, the average of the k nearest neighbors is used to make
predictions.
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Assessing the Accuracy - Train-Test Split

Train-Test Split:

• The dataset is divided into two subsets:
• Training Set: Used to train the model (typically 80% of the data).
• Testing Set: Used to evaluate the model’s performance (typically 20% of
the data).

• This division helps assess how well the model generalizes to unseen
data.
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Assessing the Accuracy - Accuracy Metric

Accuracy Metric:

• Accuracy is defined as the ratio of correctly predicted instances to the
total instances:

Accuracy = True Positives+ True Negatives
Total Instances

• High accuracy indicates that the model is performing well on the test
data.
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k-Nearest Neighbors - Distances and Similarity

• How far apart are the objects?

• How close together are the objects?
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k-Nearest Neighbors - Distances and Similarity

• Distance usually refers to a category of functions that measures
difference in a Cartesian space.

• The smaller distances the more closer the objects are.

• To maintain basic properties of the coordinate system, we expect the
function to be a Metric:
1. d(x, y) ≥ 0 (non-negativity)
2. d(x, y) = 0 ⇔ x = y (identity)
3. d(x, y) = d(y, x) (symmetry)
4. d(x, y) ≤ d(x, z) + d(z, y) (triangle inequality)
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k-Nearest Neighbors - Distances and Similarity

• Manhattan distance (Taxi Driver/City Block)

d(X, Y) =
N∑
i=1

|xi − yi|

• Measures the absolute value between two points.
• It is also referred to as taxicab distance or city block distance as it is
illustrating how one might navigate from one address to another via
city streets.
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k-Nearest Neighbors- Manhattan distance
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k-Nearest Neighbors - Distances and Similarity

• Euclidean distance

d(X, Y) =

√√√√ N∑
i=1

(xi − yi)2

• This is the most commonly used distance metric.
• It is limited to real-valued vectors.
• it measures a straight line between the query point and the other point
being measured.
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k-Nearest Neighbors- Euclidean distance
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k-Nearest Neighbors - Distances and Similarity

• Similarity measures the closeness between objects.

• The higher the values, the closer the objects are.

• Similarity does not require Cartesian coordinates.
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k-Nearest Neighbors - Distances and Similarity

• Cosine Similarity measures the angle between objects in a euclidean
space.

cos(X, Y) = X · Y
‖X‖‖Y‖

• Used when the magnitude of the vectors is not important, e.g., text
data.
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k-Nearest Neighbors- Cosine Similarity
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Real-World Applications of k-NN

Recommendation Engines:

• KNN is used to provide personalized recommendations by analyzing
clickstream data.

• A user is assigned to a group based on behavior, and
recommendations are made from the group’s activity.

• Limitation: Scaling issues with k-NN make it less optimal for larger
datasets.
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Real-World Applications of k-NN

Finance:

• Used to assess the risk of loans by analyzing credit data.
• Helps in determining credit-worthiness of loan applicants.
• Detection of money laundering.
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Real-World Applications of k-NN

Healthcare:

• Applied to predict the risk of heart attacks and prostate cancer.
• Analyzes gene expressions to identify the most likely health outcomes.
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Advantages of k-NN

• Easy to Implement:
• Despite its simplicity, it provides reasonable accuracy for various
applications.

• Adaptability:
• As new data points are added, predictions are adjusted in real-time
without the need for retraining.

• Few Hyperparameters:
• k-NN requires only two key parameters: the k value and the distance
metric.
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Disadvantages of k-NN

• Does Not Scale Well:
• Increased memory requirements can raise costs and computation time.
• Data structures like Ball-Tree or KD-Tree improve efficiency, alternative
classifiers may be better suited for classification problems.

• Curse of Dimensionality:
• k-NN struggles with high-dimensional data, leading to poor
performance.

• Adding features beyond an optimal number increases classification
errors, especially with smaller sample sizes.

• Prone to Overfitting:
• k-NN can easily overfit due to the curse of dimensionality.
• Lower k values may overfit, while higher k values can lead to
underfitting if set too high. 24



Questions?


